Scalability Engineering: Heterogeneous
multicore (JIT, GPUs)
D3.2 v1.0
WP3 – Scalability Engineering: D3.2 Heterogeneous multicore (JIT,
GPUs)
Dissemination Level: Confidential
Lead Editor: Mikel Lujan
Date: 31/10/2014
Status: Complete
Description of Work:
This deliverable is related to the following task: T3.1 Dynamic Compilation and Optimization
SQL Searches
This task is concerned with how dynamic compilation to execute code rather than interpret the
query can be used to take advantage and to optimize the intra query parallelism. The task will

consider how to best use the vector operations provided by modern processors (e.g. AVX in
x86_64). We will consider how to generate code onthefly that has learnt from previous
experience. At the same time we will investigate scheduling approaches that using Machine
Learning techniques to be able to adapt to unseen underlying platforms.
This task will be concerned with developing new algorithms and data structures to optimize
basic queries. It can also consider patterns such as MapReduce.

Contributors:
Geoffrey Ndu, Anthony Kleerekoper, Mohsen Ghasempour, Gavin Brown, Javier Navaridas,
Mikel Lujan

Internal Reviewer(s):
BSC: Adrian Cristal, Nehir Sonmez
2ndQ: Petr Jelinek
PV: Yeb Havinga

Version History
Version

Date

Authors

Sections Affected

0.1

17/10/2014

Initial version

0.2

23/10/2014

All

0.3

31/10/2014

All

1.0

31/10/14

Final Version

Table of Contents
1. Summary

6

2. Introduction

6

3. MuraDB Query Engine

7

4. Executor Design and Implementation

9

5. Streaming Sort Merge Joins

18

6. Query Planning, Scheduling and Optimization

29

7. Statistical Hypothesis Testing

41

8. References

44

9. Appendix A

46

List of Figures
Figure 1 : Conceptual Block Diagram of MuraDB

7

Figure 2: SSB Schema

11

Figure 3: Performance Results of SSB Queries

1417

Figure 4: Step 1 of the Merge Phase

19

Figure 5 :Key Search and Match Phase.

19

Figure 6: Join step

20

Figure 7: Performance of left join on diyu

21

Figure 8: Performance of right join on diyu

21

Figure 9: Performance of inner join on diyu

22

Figure 10: Performance of outer join on diyu

22

Figure 11: Performance of left join on axle

23

Figure 12: Performance of right join on axle

23

Figure 13: Performance of inner join on axle

24

Figure 14: Performance of outer join on axle

24

Figure 15: Outer join runtime before device specific optimizations on diyu 25
Figure 16: Outer join runtime before device specific optimizations on axle

25

Figure 17: Outer join runtime after device specific optimizations on diyu

26

Figure 18: Outer join runtime after device specific optimizations on axle

26

Figure 19: Chunk Partitioning for Join Streaming Processing

27

Figure

20: A Simple Linear Regression Model ....

30

Figure

21: The Execution Time for Queries Varies ......

31

Figure

22: The Execution Time is Strongly Linearly Correlated .....

33

Figure

23: Using ML Increased Planning Time

38

Figure 24: ML Reduced Execution Time .....

39

List of Tables
Table 1: Main required operators for popular Benchmarks

10

Table 2 : FF analysis of SSB Queries

11

Table 3: Hardware platform specifications.

12

Abbreviations
RDBMS

Relational Databases Database Management Software

JIT

Justintime

SIMD

Single Instruction Multiple Data

SSB

Star Schema Benchmark

MuraDB

Manchester University Research on Accelerators for DataBases

FPGA

Fieldprogrammable Gate Array

GPU

Graphics Processing Unit

SQL

Structured Query Language

CPU

Central Processing Unit

APU

Accelerated Processing Unit

OpenCL

Open Computing Language

NLP

Natural Language Processing

SF

Scale Factor

SSB

Star Schema Benchmark

API

Application Program Interface

1. Summary
The work for M12  M24 centered around MuraDB (Manchester University Research on
Accelerators for DataBases), a research relational database engine that translates SQL
queries to OpenCL programs that can run on accelerators. MuraDB allows one to quickly test
ideas and concepts which can then be transferred to production database systems.

We designed and implemented:
1. An SQL query executor for accelerators that currently support the five most commonly
used analytics operators (select, project, sort, join and aggregate).
2. An efficient GPU sortmerge join in OpenCL which we are extending to support
streaming. This complements the vectorized sorter we presented the previous year.
3. Novel methodology for improving Query planning using machine learning. This work is
demonstrated on PostgreSQL.
4. Novel methodologies for statistical hypothesis testing in the context of
semisupervised data which is common in text mining, bioinformatics, data analytics
with incomplete data and computer vision. We have disseminated these
methodologies to the international scientific community via a paper at the European
Conference on Machine Learning (ECML). France, Sept 2014. [Best student paper
award]

2. Introduction
Computing systems are increasingly relying on heterogeneity to achieve greater
performance, scalability and energy efficiency. Heterogeneity refers to computing systems
that use more than one type of processor. Consequently, RDBMSs and related applications
must adapt to heterogeneous architectures if they are to improve execution efficiency.

Towards this end, we are developing MuraDB, a research query engine that translates SQL
queries to OpenCL programs which can run on CPUs, APUs, GPUs and FPGAs. MuraDB
allows us to quickly test ideas and concepts. The techniques developed with MuraDB can be
easily integrated into production RDBMS such as PostgreSQL [1] and MonetDB [2] .

3. MuraDB Query Engine

Figure 1: Conceptual Block Diagram of MuraDB

Figure 1 shows the conceptual block structure of MuraDB. It consists of a parser that takes
an SQL command in text form and produces a query tree (tree of plan nodes with each
node encapsulating a single operation required to execute the query). The query
planner/optimizer then attempts to determine the most efficient way to execute the query by
generating and costing the execution time of possible alternative plans derived from the query
tree. During planning, the planner should take into account the various heterogeneous
execution engines available to the executor and may decide to split the execution of a query
across different engines. For instance, a sequential scan may be fastest on the GPU while a
groupby may be the fastest on the ondie GPU. The main function of the executor is to turn
query plans into executable code using JIT compilation. It is essentially an implementation of
database operators in OpenCL and the infrastructure to stitch them together. JIT allows one to
write the executor in a deviceindependent manner. This is important as it would be
expensive to implement and maintain database operators for all of the diverse execution
engines available today.

The work for Month M12  M24 focused largely on four aspects of MuraDB:
● Executor Design and Implementation: We are developing database operators
capable of running on execution engines such as CPUs and GPUs. (section 4)
● Streaming Sort Merge Joins: We are exploring sortmerge join implementation
capable of handling data that doesn’t fit in accelerator memory. (section 5)
● Query Planning, Scheduling and Optimization: We are attempting to use machine
learning to improve query planning, optimization and scheduling. We are currently
evaluating our ideas on PostgreSQL. (section 6)
● Statistical Hypothesis Testing: We have developed novel methods for tackling
statistical hypothesis testing when only positive and unlabelled examples are
available. This type of problem, a special case of semisupervised data, is common in
text mining, data analytics with incomplete data, bioinformatics, and computer vision.
A paper detailing our novel methods was published at European Conference on
Machine Learning (ECML). France, Sept 2014. This paper won the best student paper
award. (section 7)

4.

Executor Design and Implementation

Engine Structure and Storage Format
The executor consists of a set of preimplemented query operators in OpenCL and
infrastructure, in C++, for stitching these operators together to execute a query. Presently,
parsing, planning, optimization and mapping to operators is done manually and the result is
hard coded in C++. The executor uses a pushbased, blockoriented execution model which
has better code and data locality than the traditional pullup, iterator execution model. Since
we are targeting analytic workloads MuraDB adopts a columnar data storage format with
each table stored as a collection of separately stored columns. Consequently we employ the
late materialization technique [3] allowing the executor to operate on column positions and
defer tuple construction until late in the query execution.

Implemented Operators
To date, we have implemented the most commonly used operators in analytics/warehousing
queries. These operators are:
● Selection: Selection involves sequentially scanning all the columns to evaluate the
predicate and storing all the results in a 01 position list.
● Projection: In column stores, projection conceptually is a join involving a list of tuple
IDs and a column. It can be easily accomplished practically by using the tuple IDs to
fetch the projected values from the column since the tuple IDs indicate the position of
values in the column. We implement projection using a prefixscan based parallel
gather primitive.
● Join: Our join implementation is based on the standard GPU Cuckoo hash algorithm
[4]. Cuckoo hash is an unpartitioned hash algorithm that performs well on star schema
queries [5, 6] as the dimension table is usually small enough to fit in the cache or local
memory of the CPU or accelerator. For big hash tables we are implementing
streaming mergesort join, see section 5.
● Aggregation: We implemented a hash based, two phase aggregation operator. It
works as follows: (1) sequentially scan the groupby keys and calculate the hash value
of each key; (2) sequentially scan the hash values and then aggregate the columns to
produce the aggregation results.
● Sort: Sort involves sorting the keys first and then projecting the tuples based on the
sorted keys. We use parallel selection sort, which is efficient on small sized sets, as
sorting is usually performed after aggregation and therefore involves a small number of
tuples.
Table 1 shows the main database operators required to run some popular benchmarks and
SSB has been implemented using OpenCL kernels in MuraDB.

Operator

SSB

TPCH

Selection

✔

✔

Projection

✔

✔

Join

✔

✔

Sort

✔

✔

Aggregation

✔

✔

Exists

X

✔

Nested Query

X

✔

Table 1: Main required operators for popular Benchmarks

Implementation Details
is the most widely supported. We ensured that our implementations are SIMD friendly by
implementing the kernels in such a way that each implementation works with variable SIMD
widths. This allows the OpenCL at runtime to dynamically choose the SIMD width (“local
size” in Intel OpenCL terminology) that gives the best performance.The operators were
implemented as OpenCL kernels, targeting OpenCL version 1.1.

Workloads
We are starting evaluation of the executor with Star Schema Benchmark (SSB) [7, 8]. SSB is
a starschema data warehousing benchmark derived from TPCH [9]. Its schema is shown
below. SSB, unlike TPCH, uses a pure textbook starschema which is the recommended
best practice for data warehousing and has fewer restrictions on what forms of tuning are
valid. Hence SSB is more suitable for an initial evaluation of the executor than TPCH. Table
2 below lists the major operations and the Filter Factors (FF) for each SSB query. L is the fact
table lineorder and D, S, C and P are the four dimension tables: date, supplier, customer and
part. OS is the overall selectivity. The queries themselves are in Appendix A.

Figure 2: SSB Schema

Query Operations

FF on L FF on D FF on S FF on C

FF on P

OS

Q1.1

σ(L)⋈σ(D)

.47 ★ 113

1
7

.019

Q1.2

σ(L)⋈σ(D)

.2 ★ 113

1
84

.00065

Q1.3

σ(L)⋈σ(D)

.1 ★ 113

1
365

Q2.1

(L)⋈σ(P )⋈σ(S)⋈(D)

Q2.2

1
25

.000075

1
5

1
125

.0080

(L)⋈σ(P )⋈σ(S)⋈(D)

1
5

1
1000

.0016

Q2.3

(L)⋈σ(P )⋈σ(S)⋈(D)

1
5

Q3.1

(L)⋈σ(C)⋈σ(S)⋈σ(D)

6
7

1
5

1
5

.034

Q3.2

(L)⋈σ(C)⋈σ(S)⋈σ(D)

6
7

1
25

1
25

.0014

Q3.3

(L)⋈σ(C)⋈σ(S)⋈σ(D)

6
7

1
125

1
125

.000055

.00020

Q3.4

(L)⋈σ(C)⋈σ(S)⋈σ(D)

Q4.1

(L)⋈σ(C)⋈σ(S)⋈σ(P )⋈σ(D)

Q4.2

(L)⋈σ(C)⋈σ(S)⋈σ(P )⋈σ(D)

Q4.3

(L)⋈σ(C)⋈σ(S)⋈σ(P )⋈σ(D)

1
84

1
125

1
125

1
5

1
5

2
5

.016

2
7

1
25

1
5

2
5

.0046

2
7

1
25

1
5

1
5

.000091

.00000076

Table 2 : FF analysis of SSB Queries

Experiments
We evaluated the performance of SSB on MuraDB’s executor. The evaluation hardware
platforms are listed in Table 3 below. The C++ component of the executor was compiled with
gcc 4.8 while the OpenCL was compiled dynamically using Intel SDK for OpenCL [10]. The
Xeon Phi is connected as a coprocessor to the E52620 via a PCIE 3.0 16x. The JIT
compiler in the OpenCL driver autovectorizes the OpenCL kernels. This was verified using
Intel Kernel Builder for OpenCL [11]. Presently, we are using a 1GB (SF=1) database .

i53230M

E52620

Xeon Phi 5110P

Frequency

2.6 GHz

2.0 GHz

1.053 GHz

# of Cores

2

12

60

# of Threads

4

24

240

42.6 GB/s

320 GB/s

Max
Bandwidth

Memory 25.6 GB/s

Memory Size

16 GB

32 GB

8 GB

NUMA Domains

1

2

NA

SIMD Width (int)

128

128

512

Table 3: Hardware platform specifications.

Results & Discussions
Figure 3 shows the results of executing the queries on the platforms in Table 3. Total
Execution Time in the figure refers to the total time to run the Query including OpenCL setup
and compilation. The time to transfer the columns from disk into memory is excluded. Device
Execution Time is the query execution time spent transferring data to and from the OpenCL

device plus the time spent in the kernels.

The results show that most of query execution time is spent setting up execution rather than
executing the operators on the OpenCL device. Some of this time is spent on creating the
infrastructure needed by the executor to track execution of a query. For example, each column
of a table requires a column node data structure that contains information such as data type
and size. The time spent creating infrastructure is fixed and therefore would decrease as a
proportion of the total time as the size of the database increases.

The Total Execution is significantly higher on the Xeon Phi because creating buffers (memory
malloc) is much more expensive on Xeon Phi than on CPUs. We are still trying to determine if
this is a bug or results from having a very slow operating system on the Xeon Phi. The
E52620 outperforms all the devices when device execution time is considered with
i53230M being the slowest.

Figure 3: Performance Results of SSB Queries

Experiences & Issues
Although OpenCL is the most portable option, which is why we chose to use it, it has some
problems. A major drawback of programming in OpenCL is that productivity is very low as
OpenCL is a lowlevel API. Simple operations such as copying data requires multiple code
lines. The lowlevel nature makes it very error prone. Further, OpenCL is extremely difficult to
debug compared to other data parallel program languages such CUDA [12], C++ AMP [13]
and OpenMP [14].
We attempted to improve productivity by using a high level OpenCL C++ abstraction layer
library called Boost.Compute [15]. Boost.Compute is best described as a C++ wrapper over
the lowlevel OpenCL API. We found the library to be unstable (it was still in beta and we
found errors difficult to debug) and had to revert to using the lowlevel API.

Future Work
Our next course of action is to run TPCH and the Portavita AXLE Healthcare benchmark on
MuraDB’s executor. However, these benchmarks are considerably more complex to
implement and will challenge our OpenCL design and implementation skills.

5. GPU Sort-Merge Joins
There has been a lot of work on relational joins on GPUs [6, 16]. Previous works, to the best
of our knowledge, assume that the tables being joined fit on the GPU. However, with very
large data volumes this assumption may not hold. To this end, we are developing a novel
streaming sortmerge algorithm where CPUs and GPUs cooperatively partition and merge
large data sets that do not fit in GPU memory.

Sortmerge joins on GPUs can be more efficiently parallelized compared to hashjoins as
they do not require atomic operations to function correctly. Our approach to developing the
streaming sortmerge join is to first implement an efficient nonstreaming sortmerge join
using OpenCL and gradually add streaming capabilities to it. Our implementation supports
inner, left, right, and outer join variants. It can handle duplicate keys. Next section describes
our implementation using a basic version that is performing an inner join.

The sortmerge join complements the vectorized bitonicbased sorter we developed last
year. Sorting and joining are common, time consuming operations in analytic query
processing.

Efficient GPU Sort-merge Join
The first phase of the join is to sort, separately, the two tables that are going to be joined. We
use radix sort for sorting as it is the most efficient sorting algorithm on GPUs with a
complexity of O(k N), where k is the key size in bits [17, 18]. The main drawback of radix sort
is that it needs the data types to have the same lexicographical order as integers. Fortunately,
join keys almost always have the same lexicographical order as integers.

The next phase is the merge phase where keys are matched. The steps of the merging phase
are as follows:
1. The first step in this phase is to merge the keys from the two tables together. Then we
divided the merged table among the threads. For example, 3 keys per thread as
shown in Figure 4 below.

Figure 4: Step 1 of the Merge Phase

2. Each thread uses a vectorized sorted search [19] to find the lowerbound of Table A
into Table B and then determine the number of matches. This is depicted in Figure 5
below.

Figure 5: Key Search and Match Phase.

3.

The last step involves performing the inner join using the counts of matches produced
in the previous stage as shown below in Figure 6.

Figure 6: Join step

To ensure load balancing during the inner join step we partition workloads using the parallel
partitioning algorithm developed by Odeh et. al [20].

Evaluation
We tested our sortmerge implementation
specifications of our platform are as follows:

on two heterogeneous platforms. The

diyu (M1)
Core i7: 4 Cores (8 Threads) @ 3.6 Ghz + 8 GB DDR3
Xeon Phi: 57 Cores (288 Threads) @ 1.1 Ghz + 6 GB GDDR5
GTX 650: 384 Cores @ 1.05 Ghz + 1 GB GDDR5

axle (M2)
Core i7: 2 * Xeon E52620: 12 cores (24 threads) @ 2.00GHz + 32 GB DDR3
Xeon Phi: 60 cores (240 threads) @ 1.053 Ghz + 8 GB GDDR5
Tesla K20m: 2496 cores @ 706 MHz + 5 GB GDDR5

First we benchmarked a portable version (i.e. without architecture specific optimization) of
our sortmerge join. OpenCL is dynamically compiled at runtime via JIT compilers. The
compilers were able to produce vectorized code for CPUs. Figures 7  13 show the
performance on various architectures and platforms. To show how our basic implementations
compare against state of the art implementations we used the highly tuned CUDA joins in the

Modern GPU [21] from Nvidia as a baseline. The baseline is labeled CUDA in the figures.
For example in Figure 7, GTX(CUDA) refers to an inner join from Modern GPU implemented
in CUDA running on a GTX 650 while the rest of the graph refers to our sortmerge join
implementation. In the figures, number of inputs refers to the number of keys in each table.

Figure 7: Performance of left join on diyu

Figure 8: Performance of right join on diyu

Figure 9: Performance of inner join on diyu

Figure 10: Performance of outer join on diyu

Figure 11: Performance of left join on axle

Figure 12: Performance of right join on axle

Figure 13: Performance of inner join on axle

Figure 14: Performance of outer join on axle

In Figures 1518 we show a breakdown of execution time on the various platforms using outer
join, as it is the most time consuming of the four types of joins we support. Again CUDA refers
to the Modern GPU baseline implementation running on a CUDA capable GPU (GTX 650 or
Tesla K20m)

Figure 15: Outer join runtime before device specific optimizations on diyu.

Figure 16: Outer join runtime before device specific optimizations on axle

Figure 17: Outer join runtime after device specific optimizations on diyu

Figure 18: Outer join runtime after device specific optimizations on axle.

Streaming Joins
We are currently enhancing our implementation to support streaming operations. We have

devised a way to partition join processing. We divide the keys of each table into subsets and
stream a subset of the keys to the GPU. A subset of keys is referred to as a chunk.

Firstly, our code calculates the maximum number of keys that can be processed in a chunk on
a target GPU. This depends on the size of the GPU’s memory. Then, the host (CPU)
iteratively calculates the subset of keys to be streamed in each chunk using the following
algorithm:

1.

2.

3.
4.

Initially, assume that the chunk will hold the maximum number of keys. Calculate the
initial position and last position for the subset of keys for each table. Then retrieve the
value of the last one.
For the subset that has the highest key value (from table A or B), traverse the key
subset backwards from the last element. Stop when a key whose value is equal or
lower than the last key from the other table is found. That will be the maximum value for
that subset.
Copy the table subsets and compute their join to the GPU.
Retrieve the computed join from the GPU and attach to the join of previous chunks.

A trivial example is depicted in Figure 19. Let’s assume that the maximum number of keys
that fit per table subset in a chunk is 5. Initially, chunk 0 would be composed of keys 2 to 22
from table A and 2 to 20 from table B. The algorithm looks for the highest key values in both
table regions: A.22 and B.20. As the inputs are sorted, A.22 will not match with any key in the
region of table B in chunk 0. The algorithm will look for highest value in the A subset that is
equal or lower than B.20, in this case A.20. The key ranges for chunk 0 are defined, and the
chunk is sent for computation in the GPU. The key ranges for the next chunks are calculated
the same way.

Figure 19: Chunk Partitioning for Join Streaming Processing

Using our algorithm, there is no need to copy replicated data to the GPU. In addition, this
method enables the overlapping of computation and data movement between host and GPU.
While chunk 0 is being computed the host copies the table regions for chunk 1. Then, chunk 1
can be computed while the results of chunk 0 are streaming to the host and the input data for
chunk 2 is being copied to the GPU as well.

We hope to complete adding streaming capability to our join implementations in the next few
months.

6.

Query Planning, Scheduling and Optimization

Performance Counters for Query Execution Time Prediction
Introduction
With the growth of DatabaseasaService (DaaS), companies are now in the situation of, in
effect, selling database query responses. They enter into a contract with a client to provide the
correct response to a given query/queries within a given time. In order to maximise their own
profit DaaS companies must meet their deadlines whilst using as few resources as possible.
A key element in that process is knowing how long a given query will take on a given system
so that resources can be allocated efficiently.

In many cases clients will run the same query “type” over and over on more or less the same
data but with slightly different condition statements. This kind of query is mimicked by the
TPCH benchmark which consists of 22 query “types” or “classes” and a tool to generate
specific instances of the basic query template.

The aim of this task is to investigate methods for making accurate predictions for the time that
queries will take to run on specific systems. In particular, we started by examining the use of
Performance Counters for this task.

Performance Counters
In past work it has been shown that when a set of queries are run repeatedly it becomes
possible to build a model for the time they take to execute. The existing work, however, used
rather complex features as the input to the model [21, 22]. Significant effort is needed to
gather those inputs and generate the model. We therefore considered using Performance
Counters which are hardwarebased features that can be collected at negligible cost.

Overall we collected 15 performance counters including information regarding cache hits and
misses, instruction rates, clock rates and energy consumption.

Per Class Models
As a first attempt we used the performance counters to construct a unique model per query
class. We started with simple linear regression on all the features (performance counters)
using scikitlearn v 0.14.1 with Python 2.7.6. For training and testing we used the data
generated in the previous year and set aside 75% of the data as training data and 25% as
testing data. The mean relative error in the predictions on the testing data was recorded.

Figure 20: A Simple Linear Regression Model is Effective Using Performance Counters
As the results in Figure 20 show, the performance counters are powerful when used for
predicting execution time. The average relative error in predicting the runtime of a query is
always below 4% indicating a very high accuracy. Over all classes the average error is just
0.94%.
Execution Times Per Query Class
Figure 21 shows the Coefficient of Variation of the execution times for queries from each
query class in the TPCH benchmark. The Coefficient of Variation is the ratio of the standard
deviation to the mean and gives a normalised measure of the dispersion (spread) of the
values. The value are low which shows that so long as queries come from the same class as

each other they will have quite similar execution times. This means that if we know in advance
which class a query comes from and we have some past data about how long queries from
that class took to execute, we can make a straightforward prediction that the new query will
take as long as the average of the past queries. Using the training data we already had we
tried this approach and showed that it was effective, although the average errors were slightly
higher than when using the linear model. This result shows that if we know in advance which
class of query is being run then we can make accurate predictions about the execution time
without needing to use Machine Learning and performance counters. We can just take the
average of previous queries from that class. On closer inspection the result above is shown to
be somewhat misleading, however.

Figure 21: The execution time for queries varies very little if they are from the same class

One Model For All
Although accurate predictions can be made from the performance counters if we know in
advance which class the query comes from, the usefulness of this approach is obviously
limited. It would be more helpful if we can make accurate predictions without needing to know
the class. For this we tried to generate a single model for all query classes.

First we tried a number of different linear models available with scikitlearn with varying

success. Some resulted in poor performance with average errors close to 100% or more.
Some, however, provided reasonable error rates. In particular using a Support Vector
Regression model with a linear kernel resulted in an average relative error of 13.41% across
the classes. A simple linear regression model had an average relative error of 21.59%.

A linear model is effective but there is room for improvement. We applied nonlinear
regression in the form of regression trees which is a powerful and highly adaptive method for
generating a model but is somewhat more costly since it requires storing more information
than simple linear models. The regression tree model resulted in an average relative error of
just 0.99% across all classes.
Drawbacks with Performance Counters
Although we have shown that performance counters can be used to predict execution time,
there are two major drawbacks. The first is that from all the counters one – the energy
consumed – dominates the model. With the single linear model the average relative error was
13.41% when using all the counters but was only a little higher at 17.11% when using only the
energy consumed feature. In contrast, the linear model without the energy consumed had an
average relative error of 60.34%.

With the nonlinear, regression tree model, a similar story is found. The error without energy
consumed rises from 0.99% to 3.42% whilst using only the energy consumed actually reduces
the error to just 0.79%.
This result is perhaps not surprising when considering the nature of the “energy consumed”
performance counter. Assuming that the power consumption remains more or less constant
throughout execution of the query, one would expect that the longer the query takes the more
energy is consumed. It would therefore be no surprise that the execution time is strongly
linearly correlated with the energy consumed. As Figure 22 below shows, there is a very
strong linear correlation between the execution time and the energy consumed.

Figure 22: The execution time is strongly linearly correlated with the energy consumed

The second, and far more significant, drawback with using performance counters for query
execution time prediction is the inability to access the counters in advance of execution.
Since the counters measure the performance of the query during its execution, we cannot
have access to the complete data until the query has finished its execution. At this point,
though, we know precisely how long the query took to execute because it has completed its
execution.

A similar problem was encountered by [22] who were using a particular feature for prediction
that could not be fully collected until the query had completed execution. They approached the
problem by building a second model to predict the value of the feature but this approach
seems to be inefficient since the errors from the first model will be propagated and possibly
exacerbated in the second model. Moreover, it uses two models to predict a single quantity
when one model should be required. Nevertheless, it is an approach we adopted to a lesser
extent in our work in the next section.

A second approach would be to record the counter values for a short period at the beginning
of the query's execution and assume that they remain constant throughout execution. This
approach is flawed if the counters are absolute rather than relative values. For example, it
may be applicable for a counter such as the cache hit rate where we can assume that the rate

remains more or less constant but it is obviously not applicable to the energy consumption
counter which will certainly not remain constant. Furthermore, needing to start the query
before being able to make a prediction undermines, to a certain extent, the aim of the
prediction. The DaaS company would have to commit resources to the query in advance of its
prediction when in fact it wanted the prediction to decide about which resources to commit.
Whilst it may be possible to stop the query midexecution and reallocate resources once the
prediction has been made this is not optimal.

As a result of these two drawbacks we decided to change direction and try an alternative
approach to predicting execution times using a single model and data available before the
query executes.

Predicting from the Query Plan
Introduction
When looking for information that can be used before a query is executed we have only a few
options. We could use the SQL of the query as text and extract features from it to build a
model from. This approach is not attractive, however, for two reasons. Firstly, extracting useful
features direct from the SQL is bound to be a complex task since SQL queries themselves
can be highly complex. Secondly, and more significantly, there are often numerous ways to
write SQL that in the end performs the same task. Complex preprocessing would be required
before useful features could be reliably extracted and this may be a NLPtype problem.

PostgreSQL already performs some preprocessing of the query to generate a “query plan”
which sets out the steps involved in the execution of the query. This preprocessing is
completed very quickly before the query starts executing and, in fact, can be performed
without executing the query at all. Since the query plan describes how the query is executed, it
stands to reason that it would contain useful features that could be used in a model.

The query plan contains a list of the “nodes” (ie functions/operations) that will be carried out
during execution together with a prediction for the number of rows that will be output as a
result of the node and an associated cost. The nodes link together to form a tree and the cost
of the root is the cost for the entire query. It has been shown in the literature that the cost
function is not linearly correlated with the true execution time [23, 24]. Our results confirmed
this.

On the other hand, however, it may be that there is a nonlinear relationship between the cost
and the execution time. To test this we used regression trees with the cost as the single
feature. We found that this method resulted in an average error of just 2%.

On closer inspection, however, this was not because of any intrinsic relationship between the
cost and the execution time. Rather, the cost function served as a means of identifying the
kind of query being run and the regression tree was acting simply as a kind of
nearestneighbour. We confirmed this by using a simple 3nn learning approach which
resulted in a similarly low error of 2.84%. Moreover, when query classes were removed from
the training set and used in the testing, the errors increased massively.

Although this shows that the cost function cannot be used to find the execution time unless a
similar query has been seen before, it nevertheless shows that if the set of possible queries is
somewhat limited then the cost can be used to identify query types. This is convenient
because other past work has used complex methods such as KCCA to compare queries and
identify nearestneighbours. On the other hand, care must be taken that the query types that
will be seen from the client do, in fact, exhibit different costs. In theory it is possible for two
queries to have similar costs but very different execution times. In the TPCH benchmark,
using the cost to identify query classes worked but there is no guarantee that it will work in
other cases and certainly cases can be constructed where it would fail.
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Since the cost cannot be used on its own we turned our attention to the full plan. Using the
EXPLAIN operation we can output the plan. For each node in the plan there is a line similar to
the following:

Seq Scan on orders (cost=0.00..46322.00 rows=1499850 width=111)

The line means that a “Seq Scan” operation is being performed on the table “orders”. The
planner has assigned a startup cost of 0.00 and a total cost of 46,322. It predicts that
1,499,850 rows will be returned by the scan and each row will be 111 bytes wide. If we add
the ANALYZE operation then we get more information as follows:

(actual time=32.903..1752.612 rows=1500000 loops=1)

This tells us that the actual time taken was 1752.612ms and that in fact 1,500,000 rows were
returned by the scan. This is the information we use to produce a model.

After trying a number of different approaches we settled on a system which works by flattening
the plan so that all nodes of the same type are merged. The logic is that an operation takes a
certain amount of time per row it processes regardless of where in the plan it performs the
operation. We modified the PostgreSQL engine to output the plan to a temporary file in a
simple format. The format is simply the node type followed by the number of rows. The engine
then calls an external Python script which flattens the plan and applies our machine learning to
it to return a final prediction for the execution time. We used regression trees for our model
because this allows nonlinear effects to be included in the model and produces the best
results.

After integrating everything into the PostgreSQL engine we produced a demo in which a user
can specify one of the TPCH queries which will be run and the result of the query prepended
with EXPLAIN ANALYZE will be returned. The cost calculated by PostgreSQL, however, will
have been replaced by the cost found through ML and the demo will advise on the error in that
prediction compared to the error if the cost function were taken as a time prediction.

Over all classes the average error was 46.9% with a median of 20.6%. For 11 of the 22
classes the error was less than 10%. Further improvements could have been made by
refining the way that data is collected and increasing the number of features. The most
obvious example is that at present the data consists of a node type and the number of rows
the planner expects to be output by that node. We did not include the number of rows being
input to the node which would obviously have a large impact. This could be done in the future
to further improve the accuracy of our predictor.
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